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Abstract: A significant barrier to routine use in early design of Climate-Based Daylight Modelling (CBDM) 
is the relatively long time that it takes to run full annual simulations – potentially many hours for more 
complex models. Quick checks of design ideas are inconvenient, and this discourages examining large 
numbers of design options or carrying out routine sensitivity analysis. One way of reducing required 
simulation time is to not simulate all the daytime hours of the year. The downside is that this would 
seem to undermine the entire point of CBDM. This paper demonstrates that taking smaller samples of 
random days throughout the year can significantly reduce simulation time with acceptable levels of 
error in standard daylighting metrics. Simulating only 10 days/month introduces at most ~6% error in 
performance estimates – a level of error well within accepted tolerances.  This can be further improved 
by using a selection process to filter “representative” samples of hours, enabling simulations using 5 
days/month to provide estimates with only ~5% error. 
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1. Introduction 
The case for Climate Based Daylight Modelling (CBDM) has been made forcefully by many (e.g. 
Mardaljevic, 2013; Heschong, 2011; IESNA, 2016). It is reaching mainstream practice as evinced by the 
2013 decision by the Education Funding Agency in the UK to make CBDM compulsory for the evaluation 
of designs in their “Priority Schools Building Programme” (EFA, 2014) and the similar moves in 2014 by 
the US Green Building Council for their LEED v4 building rating scheme (Reinhart, 2015). The case made 
for CBDM is that it examines the performance of a building during all the hours of daylight, and all the 
types of daylighting condition in a year, not some simplistic cloudy sky condition, plus perhaps some 
‘representative times and days’. The limitation for people wishing to complete a CBDM is that the 
approximately 4000 hours of daylight calculations take a long time to complete. There is a very real risk 
that this sophisticated and insightful approach is reduced to a compliance check at the end of the design 
process, not an integral part of the design conception because it takes too long to calculate the 
performance of a range of design options and thus to discover the best design.  This paper explores how 
this calculation load can be reduced.  
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Experience of teaching undergrad daylight classes over the past 20 years has demonstrated that 
there is no better way than CBDM of demonstrating the link between window design, task and room 
illumination and solar radiation. CBDM offers a nuanced study of all the hours of the year incorporating 
both diffuse light from the sky and the direct light from the sun that students readily incorporate into 
analyses of multiple design options. With artificial sky and even simplistic hand calculations evaluation 
of more than one design option was not the norm in undergrad classes. A further, unsung benefit of the 
computer-based CBDM is that these technologies allow the designer to break free of the tyranny of the 
ubiquitous ‘working plane’ grid and focus on quality of luminous environment in far more holistic 
manner. 

The content of this paper has arisen from a teaching programme within a School of Architecture for 
200+ undergraduate Architecture, Building Science and Interior Architecture students each year for the 
past 5 years. The lessons learned from this process are offered here as suggesting a means by which 
Climate Based Daylight Modelling (CBDM) may become mainstream, instead of a minority activity. The 
approach is based upon the use of the 3DS Max Daylight Tool, an approachable interface to a validated 
(Osborne, 2013) simulation tool which makes the basics of daylight calculation more accessible to 
undergrad students and practitioners than the more widely used multi-phase Radiance approach 
(McNeil, 2013) for which the requisite Unix scripting knowledge creates a huge barrier for the student. 
The approachable interface allows the student practitioner to focus on the significant daylight issues, 
not the mechanics of running the simulation program. The performance methodology explored in this 
paper makes CBDM calculation of multiple design scenarios feasible during a class design exercise. It has 
broader application beyond the classroom. 

2. Methodology 
This paper examines a simple question: if CBDM conducts an analysis based on a reduced number of 
hours is there a significant loss of information? There are 4000 or so hours of reasonable daylight in a 
year. If we simulate only, for example, only 5 days/month, ensuring many more design options could be 
explored, is there a major cost in reliability of design decisions? 

2.1 Modelling 

 

Figure 1: Basic model appearance and dimensions 
 
Daylight simulation was carried out using Autodesk® 3ds Max® 2016, which has been validated against 
CIE test cases, measured data, and Radiance (Osborne, 2013; Reinhart & Breton, 2009).  The models 
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were based on a simple test cell, which was then varied on all the combinations of 5 different 
parameters in order to create 48 different designs covering a range of different designs. These variations 
were designed to represent large changes (Table 1). 

The models were placed on a ground plane with a reflectance of 20%. The window frame and 
mullions had a reflectance of 15%, and the glazing was Pilkington clear 6mm, with a reflection colour of 
RGB(0.078, 0.082, 0.084) and refraction colour of RGB(0.863, 0.898, 0.884) (Berkeley Lab WINDOW v7.4, 
2015). 

Table 1: Summary of model variants 

Model parameter Details 
Reflectance Wall, floor, and ceiling reflectances varied: 

Light: Ceiling/walls: 80%; floor: 40% 
Dark: Ceiling/walls: 20%; floor: 10%  

Depth Depth of room varied: 

Shallow: 2.5m deep, 1x window head height 
Deep: 10m deep, 4x window head height 

Shading Simple shading added over window: 

No shading: no overhang 
Shading: 1m overhang added 

# of facades Varied number of facades with windows: 

Single: windows on one side of room 
Double: parallel windows on both sides 

Orientation Varied orientation of models, facing them North, South, 
East, and West. Note that for the double-facade models 
the north/south and east/west models are redundant 
with each other, which is why there are 48 models 
instead of 64. 

 
Following IESNA recommended guidelines (IESNA, 2016), the measurement points were placed at 

~600mm intervals, with the edges of the grid 300mm from the walls. This produced 32 measurement 
points for the ‘shallow’ models, and 128 points for the ‘deep’ ones. The height of the measurement 
plane was set at 900mm. The number of diffuse bounces was set to 6, as is recommended for spaces 
with average surface reflectances of this level (Osborne, 2013). The weather data for Wellington, New 
Zealand, was sourced from NREL’s EnergyPlus weather file database, and run using the Perez (Perez et 
al, 1993) sky model. The model was run for the hours of 8:00 to 18:00 – a total of 3,650 hours over the 
year (IESNA, 2016). Additionally, to calculate Annual Sunlight Exposure, the model had to be run a 
second time with the sky turned off, and the diffuse bounces set to 0, in order to isolate the direct 
sunlight component. 

2.2 Analysis 

Daylighting performance was examined using Daylight Autonomy (DA), Annual Sunlight Exposure (ASE), 
and Useful Daylight Index (UDI). These were chosen as examples of popular and recommended 
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daylighting metrics used by climate-based daylight modellers. Daylight Autonomy (DA) is the percentage 
of time that a point gets over 300 lux of illuminance during the year (IESNA, 2016). Annual Sunlight 
Exposure (ASE) is the number of hours that a point receives over 1000 lux of direct sunlight (IESNA, 
2016). Useful Daylight Index (as used here) is the percentage of the time that a point gets more than 100 
lux and less than 3000 lux (based off suggested limits in (Mardaljevic, 2013). 

The sampling and analysis process was done using R (R Core Team, 2016). First, we generated 100 
random samples of unique numbers from 1 to 28. Then, we extracted the days that matched those 
numbers from the results, and used them to estimate the DA/UDI/ASE. For example, if a sample was [5, 
19, 3, 24, 23], we would extract the 5th, 19th, 3rd, 24th, and 23rd day of each month. By taking days from 
each month, we are trying to ensure that we capture the variation of the sun over the course of the day 
and year, and so get more accurate results than if we just took 500 random hours from the year. This 
was done for sample sizes varying from 2 to 20 days/month. 

3. Results 

3.1 Error by sample size 

Perhaps the most basic way we can look at the error is by looking at the potential error observed in 
individual measurement points (Figure 2). We see that error can be substantial at low samples, 
potentially as high as 17 percentage points for 2 days/month samples. At the other end of the scale, at 
20 days/month, the error is at most ~3.5%. In controlled daylighting validation studies it has been 
argued that differences in DA/UDI of less than 4% show very close alignment, and that error between 4-
11% is small compared to the differences between designs that are actually significantly different from 
each other (Reinhart & Breton, 2009). On these grounds high samples of 15-20 days/month show good 
accuracy, with the highest measurement error of a point being 3-4%. 10 days/month would be 
reasonable at ~5.5% max error, and even 5 days/month could be defended with ~10% max error 
(though that may best be kept to early concept design). The mean error across a model is, of course, less 
than that of the worst measurement point and at worst is roughly half of the maximum measurement 
error. 

 

 

Figure 2: Measurement error in estimates of daylighting statistics for different sample sizes. Lines show 
the maximum, 99th, 95th, 75th, and 50th percentiles of error for all individual measurement points. 



383 A simple method to significantly lower daylight simulation time 

We may also observe that ASE shows slightly less error than DA and UDI – the median error in 
particular is much lower, being practically 0 at all sample sizes. This is because of lower levels of ASE, 
and the many points that get no direct sunlight, and hence will always have an ASE of 0 no matter what 
the sample. This point will be returned to later. 

There are, however, other ways of looking at daylighting error. The question we want to be asking is 
how likely is it that the error would change our interpretation of a model’s performance? In daylighting 
analysis, a common approach is to aim for a specific target threshold across as much of the room as 
possible. For example, we might be aiming for 80% UDI across 80% of the room. The Spatial Daylight 
Autonomy criteria recommended by IESNA is 50% DA across 80% of the room, and ASE is 250 hours 
across no more than 10% of the room (IESNA, 2016). In this vein, we may measure error as the error in 
the estimated proportion of the room area above the threshold (Figure 3). 

Error here is, in percentage point terms, significantly larger than the basic error of the measurement 
points. Even at samples of 20 days/month we see error as large as ~10% for DA and ASE, and as much as 
20% for UDI. Also, UDI appears to have significantly more error than the others. While for ASE it’s just a 
continuation of what appears to be a general tendency towards less error, what about DA? The answer 
is that the difference between the two graphs is simply a function of their respective thresholds. 

 

 

Figure 3: Error in estimated room area above threshold. Thresholds are 50% DA, 80% UDI, and 250h ASE. 
Each point is the maximum error induced in a model by each sample. 

 
The lower threshold of 50% DA is easily met by most of the models – indeed, over half of them get 

that over 100% of their area and see no error because they are so far over that threshold that even error 
of 20% would not lower their points below it. In contrast, the points over the 80% UDI threshold require 
much less error to fall below it. If most of the points above the 80% threshold are at ~81-84%, then even 
a small amount of error will drop them below that threshold and dramatically change the proportion of 
the room above the threshold.  

So, does this mean that differences of ~20% or more in the estimated room area above threshold are 
misleading, and are not actually a problem? It depends. If we look at sample sizes of, say, 15 
days/month, then the maximum measurement error is ~4%. Looking at the models with the “worst” 
error we can see that large swings in threshold area are merely due to many of the above threshold 
points being close to the threshold, and do not actually reflect large changes in performance (Figure 4). 
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10 days/month, with a maximum error of ~6%, still does not make the results look significantly different 
(Figure 5). 5 days/month on the other hand does start to look significantly different (Figure 6), and with 
a maximum error of ~10% may suggest significantly different interpretations – though it may still be fine 
for identifying and dealing with major problems during concept design.  

 

 

Figure 4: Examples of “worst” error in UDI results for 15 days/month samples. Annotated numbers 
denote the proportion of the room > 80% UDI (top) and > 50% UDI (bottom).  

 

 

Figure 5: Examples of “worst” error in UDI results for 10 days/month samples. Annotated numbers 
denote the proportion of the room > 80% UDI (top) and > 50% UDI (bottom). 

 

 

Figure 6: Examples of “worst” error in UDI results for 5 days/month samples. Annotated numbers 
denote the proportion of the room > 80% UDI (top) and > 50% UDI (bottom). 
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To sum up: sample sizes of 15 and 10 days/month look like they could reasonably be used for 
daylighting design without significantly distorting the results. This would allow simulation time to be cut 
by 50% and 67% respectively. 

There are, however, two further points that offer scope for improvement: 

 Some models are substantially less error prone than others. Understanding why may allow better 
interpretation of the likely accuracy of results. Also, if we could predict this, we could run lower 
samples on models where it won’t matter. 

 Some samples are better than others. If we could predict which samples will be more 
representative, we could reduce error, and enable use of smaller samples. 

3.2 Model characteristics and error 

The main driver of error appears to be level. For ASE, the higher the ASE, the greater the error (Figure 7). 
This works out very well for it, as it means that you have the highest levels of error for the points that 
don’t really need to be that precisely estimated. Target levels of ASE are very low (250h = ~6.8%). 
Hence, having high error on points that get, say, 50% ASE doesn’t really change our response to them. 
30%, 50%, and 70% ASE are all basically the same result – far too much direct sun penetration. This 
means that we can use low sample runs to quickly identify major problems that need to be fixed, and 
then move on to higher samples to confirm and refine details when the design is performing well. Also, 
of course, points that never get direct sun have no error associated with them. 

Unfortunately, this works less well for DA and UDI. As shown in Figure 7, error is lowest when 
DA/UDI is very high (~90%) or very low (<20%), and it is highest in the mid-ranges. It is those mid-ranges 
in which we will often be working and perhaps be most interested in carrying out daylighting simulation 
(the IESNA guidelines for instance target 50% DA). In contrast, when performance is terrible, high error 
is not necessarily a problem. It doesn’t really matter if your DA is 0% or 20% - either way it’s terrible. 
Similarly, while it is not a bad thing for points with very high performance to be accurately assessed, it is 
also of more limited value than it would be at the mid-ranges. If a design is getting ~90% DA or UDI, then 
it is clearly performing very well – and would still be performing well even if that estimate was 10 
percentage points too high. That being said, it does depend on what you are aiming for. This could be 
valuable for someone targeting a very high level of daylighting performance. 

 

  

Figure 7: Measurement error as a function of metric magnitude for samples of 5 days/month (all sample 
sizes show the same pattern, though with different levels of error) 
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For ASE, we can see that for 5 days/month samples if a point has at least 12% ASE it is almost 
certainly over the 250h target. Thus, until we have removed the major sunlight problems, and refined it 
to the point that we care about managing areas below that level, 5 day samples are perfectly adequate 
for checking designs’ ASE (similarly, if areas are below ~3% ASE, they’re almost certainly fine). 

3.3 Predicting sample accuracy 

Perhaps unsurprisingly, some samples produce less error than others. Importantly, some samples 
produce consistently less error across the different models.  If we could predict these “good” samples 
ahead of time, we could reduce the potential error and use smaller samples. 

One way of doing this is to look at how representative a sample is of the underlying climate data. 
How closely does it match the distribution of illuminance levels provided over the year? Logically, a 
sample that has a distribution of illuminance levels similar to the “true” distribution would be expected 
to provide more accurate results. 

To describe the distribution of light levels we extracted the global illuminance data for the relevant 
hours from the weather file. We then binned the light levels and counted up the proportion of total light 
levels in each bin (Figure 8). We repeat this for each sample. We can now calculate how well each 
sample represents the year by calculating the difference in the size of each bin between the sample and 
the whole year. We take the sum of the absolute differences (|difference|) as a measure of how 
representative a sample is of the year. If the summed difference was 0, then a sample would perfectly 
match the distribution of light levels over the year. This is, of course, not possible for small samples. 

 

 

Figure 8: Illustration of the illuminance distribution comparison process 
 

 

Figure 9: Calculated sample representativeness vs. error in DA induced by each sample (5 days/month) 
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Plotting this against the maximum error produced by each sample, we see that more representative 
samples tend to produce less error (p<.001) – though it is not a perfect predictor (Figure 9).  

To test the application of this process we generated a larger set of 10,000 random samples and then 
selected the 30 ‘best’ samples to check how well they would work when applied to the models. For 
these samples we randomly sampled different hours from different days in each month. So, rather than 
simply randomly sampling 5 of the same days from each month, we took the 9:00 hour from 5 random 
days, and then the 10:00 hour from 5 random days and so forth. This was to create a greater variety of 
samples, and to see if there was the potential for particular combinations of hours from different days 
to provide better samples than if they were constrained to being on the same days. 

As shown below, using this process to select the samples cuts the potential error by almost half. 
Selected 10 days/month samples have less potential error than 15 and 20 days/month random samples. 
Selected 5 days/month samples perform better than random 10 day samples, with a maximum error of 
~5% DA/UDI, opening up the possibility of using them for quick performance sketches. 

  

 

Figure 10: Comparison of potential error from randomly selected and predicted “good” samples 

5. Conclusions 
The strategy of random selection of hours from a file with hourly climate data can produce 

predictions of daylight performance that are within error bounds considered acceptable in the 
validation of daylighting simulation tools. This conclusion remains valid across the wide range of design 
scenarios tested. It is reasonable to presume that this is evidence that the conclusion is valid even 
beyond the tested range of building form and room reflectivity scenarios. 

As a consequence, it is feasible to speed the calculation of daylight performance by a factor between 
6 and 3 times just through randomly selecting a small number of hours per month from which to 
complete a daylight calculation.  For the scenarios assessed, samples of 10 days/month produced at 
most 6% error in CBDM performance indices, or 10% for samples of 5 days/month. Furthermore, the 
analysis has revealed that it is feasible to create a simple weather data selection process that avoids the 
larger simulation errors – roughly halving the potential error. Using this guided sampling process, we can 
get reliable predictions of annual DA, UDI, and ASE even with samples as small as 5 days/month.  

The implication of this analysis is clear: for quick analyses of a large number of design alternatives, 
the selection of small number of hours each month enables accurate design decisions. This suggests that 
the following would be a reliable design analysis process in the classroom (or consultancy): 1) running a 
full-hours design analysis for a single design alongside its reduced-hours counterpart can establish a 
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baseline error range; 2) design analyses based thereafter on a series of reduced-hours simulations can 
provide a reliable design decision process; 3) a confirmatory full-hours analysis of the final design to 
confirm the results of the reduced-hour analyses. 

The next stage of this research is to look for further speed reductions while retaining this level of 
accuracy vis-à-vis the full hour simulation. Measurement grid size is an obvious target. In the 
geometrical construction of a curved line, such as a DA/UDI contour, just 5 points are all that are needed 
to establish the shape of a curve. Grid spacings that use between 5-10 points to define a grid (25 to 100 
total points) seem likely to be sufficient for most situations rather than dense grids of 250mm (EFA, 
2014) or 600mm (IESNA, 2016) spacings.  

After this grid size examination, the process needs to be calibrated on a far wider set of climates and 
of model complexity. And finally, it is planned to automate the process of random hour selection to 
enable all to use it, not just those who can run statistical analysis packages. 
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