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ABSTRACT: Developments in human-computer interaction, sensor technology and artificial intelligence 
when coupled with integrated indoor ecology control systems provide the basis for establishing 

intelligent rooms, spaces where peripheral awareness of human activities and social context situates 
the environment’s behaviour, reaction to and interaction with the human occupants. This article 
describes the design of intelligent rooms from the perspective of these rooms as sentient agents. The 
article presents the design and development of The Sentient in the Faculty of Architecture at the 
University of Sydney. We present technologies to afford The Sentient with sensors, thinking and effector 
faculties. 
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INTRODUCTION 
 
“Intelligent rooms” have recently materialised on the 
landscape of built environments. In these built spaces, 
sensors and artificial intelligence (AI) computation afford 
awareness of human activities and social context to 
provide the context for the environment’s behaviour, 

reaction to, and interaction with human occupants. 
Certainly, the notion of “intelligent rooms” is not 
completely novel. The concept of intelligent rooms began 
at least in the early 80’s when computer technology were 
first deployed to control and optimise occupant comfort, 
energy consumption, safety and work place efficiency. 
Mahdavi describes this building technology viewpoint in 
his definition of a sentient building as one which 

“possesses an internal self-organizing representation of 
its own components, systems, and processes” (2004, p. 
595) for the purposes of managing the building’s indoor 
ecology. It is only the recent affordability of networked 
sensors and computation that has made the realisation of 
these spaces more practical on a widespread basis. 
We extend the viewpoint on intelligent rooms beyond 
building ecology control. Our concept of intelligent rooms 
borrows from the embodied interaction (Dourish 2001) 

viewpoint in which computing technology is understood to 
be a component of human work practice. The technology 
must incorporate itself into the activities of users and the 
situated activity in which the technology is a contributor. 
Based on this viewpoint, we believe that sentient 
intelligent rooms must satisfy the following two criteria. 
1. For intelligent rooms to participate with human 

activities and turn human activities into meaning, they 

need to become sentient beings themselves. That is, 
the rooms must be sensated and aware (self-aware and 
context-aware). 

2. Intelligent rooms must be integrated as a part of a 
specific set of work practices. Towards this aim, the 
experiential nature of interaction with the intelligent 
room must advance beyond the keyboard-mouse-raster 
display triumvirate. Sentient rooms must sustain 

realistic interactive use as if the room were an everyday 

object, such as a pen or a cup, rather than as a 
“computer.” 

We describe sentient rooms as sensing, thinking, and 
effecting agents imbued with behaviours defined by both 
their own embodiments and human activities within the 

built spaces and interaction methods which restore the 
natural and unconscious interactions we have with 
familiar devices. 
Designing intelligent rooms as sensing, thinking and 
effecting agents will lead to the potential for sentient 
rooms with behaviours conditioned by human activities. 
The first criterion encourages the notion of sentience by 
allowing behaviours of the sentient room to be shaped 
dynamically and directly from human user behaviour via 

feedback through sensors and for the room to have 
self-awareness. Self-aware machines maintain a model 
of themselves within a finite bounded space such that the 
awareness could then be utilized to affect behaviour. 
Self-awareness would also imply that the sentient room 
were aware of humans and human activities in order to 
make plans that involve the humans’ presence and aware 
of itself in order to make plans that involve itself. Sentient 

rooms (not just intelligent rooms) which structure their 
behaviour based on the pattern of users’ past and 
present experiences that prevail in the social behaviour of 
its occupants afford interactivity beyond the act-react 
cycle typifying routine computation. Technologies 
associated with imbuing The Sentient with these 
capabilities include: 
Sensing: 

• sensors to detect human activities including speech, 
touch, presence, and movement 

• formal methods using a hardware as agents description 
language to configure The Sentient semi-autonomously 

Thinking: 
• machine learning and high-level language 

representation algorithms to obtain user feedback 
through language communication 

• rule-based engine for sensor and effector coordination 
Effecting: 
• audio and visual effectors such as surround sound, 

video projection, and augmented reality 
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• sonification and visualisation methods for The Sentient 
to express its understanding of the behaviour patterns 
of the human occupants through the effectors 

The second criterion follows a general trend in 

human-computer interaction (HCI). Recent developments 
in HCI technologies have lead to an exploration of a 
variety of devices to enhance the user experience with 
tangible and multiple visual interfaces. In recent times, 
interfaces have been developed which use physical 
objects as representation and controls for digital 
information for the purpose of making human interaction 
with computing devices more natural. These interfaces 

have been named tangible user interfaces (Ishii and 
Ullmer 1997). Tangible physical objects, surfaces and 
spaces turn everyday devices into interfaces to digital 
information. Turning the physical environment into a 
“computer” interface to digital information allows users to 
transfer their skills developed through commonly learned 
interaction with the physical world. Ways to create 
interaction which restore the natural and unconscious 

interactions we have with familiar devices include: 
• tangible user interfaces which employ physical objects, 

instruments, surfaces and spaces as physical interfaces 
to digital information 

• ambient interfaces which “disappear” into the milieu of 
objects in The Sentient 

In the next sections, the paper presents the design and 
development of technologies for The Sentient in the 

Faculty of Architecture at the University of Sydney. 
Section 1 describes two specific technologies for 
self-awareness (auto-configuration based upon the 
presence of computational objects inside the room) and 
thinking (context-awareness by using sensors to learn 
about the activities of the human occupants). This first 
section explores some of the issues in satisfying the first 
criterion for The Sentient. Section 2 presents the design 
of an interactive digital workbench which exemplifies a 

move beyond the keyboard-mouse-raster display 
triumvirate, as specified in the second criterion. 
 

1. SENTIENT TECHNOLOGIES 
 
We are currently looking at two technologies for enabling 
self-awareness and context-awareness. The Sentient is 
self-aware of its sensors and effectors at both a hardware 
and software level. Context-awareness enables The 
Sentient to reason about the activities of humans to learn 

about human behaviour so that the room can reason and 
respond to human activities without waiting for a 
command. 
 
1.1. Self-awareness 
By definition, sentience implies self-awareness. One of 
the objectives of self-awareness for The Sentient, then, is 
to develop a mechanism by which the physical hardware 

which comprises the room could be known to itself. 
Computational objects or objects with embedded 
computation should be introduced or removed by human 
occupants without explicitly “re-programming” the room 
or notifying the room. To our knowledge, for all 
operational intelligent rooms, if a hardware element were 
introduced, the room had to be re-configured, 
re-calibrated or re-programmed. “Plug-in-capabilities” 

could minimise manual programming and configuration. 
We developed a Hardware as Agents Description 
Language for Intelligent Rooms. The idea behind the 
Hardware as Agents Description Language is to model 
the hardware in an intelligent room as agents having 
sensor and/or effector modalities with a formal ontology. 
Figure 1 illustrates an ontology and prescription for 

constructing hardware descriptions for sensors and 
effectors. For example, for a microphone to sense sound 
in the room, the diagram specifies that the microphone is 
a hardware device with a modality that senses 

(behaviourType) audio (type) in decibels (units). 
Ontologies are crucial for the development of dynamic 
systems for the following reasons (Chen et al. 2004): 
1. A common ontology enables knowledge sharing in 

open and dynamic distributed systems. 
2. Ontologies with well-defined declarative semantics 

provide a means for intelligent agents to reason about 
contextual information. 

3. Explicitly represented ontologies allow devices and 
agents not expressly designed to work together to 
interoperate, achieving ‘‘serendipitous interoperability.” 

Each device’s functions and behaviours are encoded in 
XML, which must adhere to an XML schema that 
formalises both the semantics of the ontology and the 
structure of the XML.  For example, a light source would 
have the following definition in the description language 

encoded in XML: 
 
<device name="light"> 

<behaviour> 
<number>1</number> 
<behaviourType> 

<name>effector</name> 
<type>light</type> 
<units>lumens</units> 

</behaviourType> 
<description>enable or disable 

light</description> 
<dataType>binary<dataType> 
<action> 

<name>enable</name> 
<value>1</value> 

</action> 
<action> 

<name>disable</name> 
<value>0</value> 

</action> 
<private> 
</private> 

</behaviour> 
 

<behaviour> 
<number>2</number> 
<behaviourType> 

<name>effector</name> 
<type>light</type> 
<units>lumens</units> 

</behaviourType> 
<description>intensity of the 

light</description> 
<dataType>discrete</dataType>  
<action> 

<name>light</name> 
<value>10</value>    

</action> 
<private> 
</private> 

</behaviour> 
</device> 

 
The above is an example of a light; the light has two 

effector behaviours, one that changes light intensity and 
one which switches the light on and off. The private 

element enables the device to retain information specific 
to the device that is not publicly available to external 
devices. The Sentient would autonomously maintain an 
XML database of hardware devices. The database 

describes the functions and behaviours of each of the 
hardware devices. New hardware devices can be added 
by adding a device description which conforms to the 
description language in the database. 
The second advantage of the agent-based approach is 
the ability to integrate each piece of hardware described 
as an individual agent into a multi-agent society. From the 
database, software agents representing each piece of 

hardware are instantiated and integrated into a multi-  
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Figure 1: Sensor and Effector Modalities 

 
agent-society (MAS) as illustrated in Figure 2. The 
software agents are implemented using the Key Centre of 
Design Computing and Cognition Active Worlds Agent 
Framework (Smith and Maher 2003) and the Jess 
language (Friedman-Hill 2003) for coding agent 

reasoning as rules. Once instantiated as a software agent, 
an ambassador agent communicates with the hardware 
agents to achieve specified goals such as turning on 
lights. 
 

 
Figure 2: Intelligent Room Agent Architecture 

 
1.2. Context awareness: learning about human 
activities 
Currently the most successful software architectures 
implemented for intelligent rooms are modular based and 
involve some sort of layering subsumption (Hansssens et 
al. 2002). If we look at the software architecture of The 
Sentient as being based on a modular approach, then we 

can assume that the behaviours of the room are also 
modular, where sets of behaviours are stored in modules 
for different room modalities. However, if the modules are 
hard coded, then the ability to consider any unique 
situation means that a new behaviour module must be 
created. Although it is possible to create new behaviour 
modules for each new context of use (e.g., collaborative 
work meeting, seminar, lecture, workshop), creating and 

implementing every possible context introduces 
scalability concerns. The inability for The Sentient to 
adapt dynamically to the ever changing social 
environment inevitably makes the room unsociable. 
We can instead make behaviour modules dynamic and 

context aware by providing the room with the ability to 
learn by observing the occupants. One method by which 
the room could understand the context is of use is by 
listening to what is being said in the room, that is, acquire 
natural language verbalisations through speech 
recognition. Then, the speech recognition data could be 
delivered in real-time to various machine learning 
algorithms such that the room could then characterise 

what human activities are currently taking place. However, 
because speech recognition systems are far from perfect 
and may stay that way for a very long time, we have 
focused the means by which the room understands 
natural language to address the limitations of speech 
recognition. Our techniques do not require perfect natural 
language understanding nor are we concerned with 
speech-based commands such as “Sentient, turn off the 

lights.” 
We experimented with The Sentient understanding use 
context by having occupants play a board game in The 
Sentient. The dialogue from the players was recorded 
into a text document using the Dragon Naturally 
Speaking speech recognition software. Text filtering 
algorithms were written to translate the speech 
recognition data into formats that can be readily used by 

machine learning algorithms. 
For the first machine learning algorithm, we wanted The 
Sentient to learn the relationship between words spoken 
by the occupants and contexts of use in the room or the 
experience of the occupants in the room. We chose to 
encode these relationships in a belief network. The 
objective here is to compute the conditional 
independence between words and either context of use 
or experience of the occupants. The key feature of belief 

networks is their explicit representation of the conditional 
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independence among events. Therefore, we can use 
conditional independence to encode the belief that the 
room is in a current context of use given the occurrence 
(or lack thereof) of a set of terms expressed by the 

occupants. We can express the belief that the room is in 
a current context of use ti given that the room has 
observed the presence or absence of all the features 
(words) fij through Bayes’s rule: 
 

 
Figure 3: Bayes Rule for Computing Room State Given 

Words Expressed 
 

The thinking task is then to compute the posterior 
probability that the context is relevant to ti given that we 
have observed the presence or absence of all the 
features fij. Topological transformations (through arc 
reversals and node absorption for example) can answer 
questions concerning possible causal relations or 
dependencies. One could also change the meaning of ti 
to be the experience of the occupants in the room. 

However, before The Sentient can perform the 
computation to ascertain context of use or occupant 
experience, it must first be trained. Training the belief 
network involves learning the conditional probability 
distribution (often called parameter learning) and the 
structure of the belief network using a training set. We 
chose the K2 algorithm (Cooper and Herskovits 1992) to 
learn the belief network structure and maximum likelihood 

parameter estimation from complete data. 
To generate the training set for understanding occupant 
experience given a context, students played a popular 
board game. Their utterances were converted into a text 
document through speech recognition. The words were 
then parsed and weighted to extract the principal 
content-bearing terms. These content-bearing terms 
were then placed in a matrix which accounted for the 

presence of words (columns) and the occupants’ 
experiences. An example of this matrix is shown in Table 
1. The keywords may influence or be conditionally 
independent of the occupant experience (state) of “fun.” 
Each row or “case” represents a single game session and 
has an associated state (“fun”).  
 

Table 1: Sample training data for learning occupant 
experience 

 woohoo yeah darn loser sucks fun 

case1 1 1 1 0 1 1 

case2 1 1 1 1 0 1 

case3 0 1 1 0 1 0 

case4 0 0 0 1 1 0 

case5 0 0 0 1 0 0 

 

 
Figure 4: Belief network corresponding to training data 

set 

This matrix (training data set) was then put into the 
structure learning algorithm to learn a belief network 
structure and associated conditional probability 
distribution (CPD). 

While the full details of the belief network structure and 
CPD learning are beyond the scope of this paper, a 
sample belief network consisting of 6 conditionally 
dependent variables from the training set is illustrated in 
Figure 4. Once the structure and conditional probability 
distribution are known, The Sentient can then compute 
predictions (inference) about the current context of use or 
occupant experience given evidence. For example, The 

Sentient can infer a low probability of fun (p=11%) if it did 
not detect any of the words but higher (p=33%) if it 
detected “woohoo” but none of the other words. 
The second aspect we wanted The Sentient to learn is 
the psychological similarity between the thoughts of the 
occupants. Knowing the psychological similarity has 
applications such as knowing how well the occupants are 
collaborating or interacting. To learn the psychological 

similarity, we applied latent semantic analysis. Latent 
semantic analysis (LSA) (Landauer et al. 1998) is a 
computational linguistic tool which examines the entire 
range of words in corpora to find latent patterns in terms 
of word choice as well as semantic meaning. LSA is 
unique in its method to analyse words; in its analysis, 
there is no consideration of word order or syntax. The 
principal advantage is LSA’s examination of context 

instead of individual word meanings. All other 
computational linguistics tools degrade in performance 
when the data set is noisy. Examining context removes 
obfuscation created by “noise,” and scales up to deal with 
very large corpora. The data format for LSA is similar to 
the data format for a belief network except that the rows 
indicate each unique term and the column indicates in 
which utterance the word was spoken. An example of the 
data for LSA is shown in Table 2. 

 
Table 2. Data for latent semantic analysis 

WORD UTTERANCE 

 1 … 500 … n 

buy 0 1 1 0 1 

mine 0 1 0 1 0 

owe 0 0 1 1 1 

go 0 1 0 1 0 

house 0 1 0 1 1 

station 0 1 1 0 0 

 
We generated graphs and fourth-order curve fits of the 

similarity of utterances as a function of the distance 
between the utterances (Dong 2004). We found 

qualitative evidence that fun games tended to have curve 
fits with pronounced changes in slope ( 

Figure 5) whereas non-fun games were “flat” (Figure 6). 

 
Figure 5a: Fun game 
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Figure 6b: Non-fun game 

 
By creating systems for acquiring verbalisations as a 
source of machine learning, The Sentient may consider 
the behaviours of its occupants to customise itself and, 

potentially, “socially” adapt to them. 

 
2. AN INTERACTIVE WORKBENCH 
 
Since the advent of personal computing devices, 
computers are steadily becoming more and more a part 
of our everyday lives for inputting, controlling, processing 
and retrieving information. The interactions we have with 
personal computing devices is mainly through traditional 
input devices such as the mouse and keyboard and 
graphical user interfaces using windows, icons, property 

sheets and modeless interactions (Ishii and Ullmer 1997). 
For example, in the past, developments in human 
computer interaction (HCI) related to CAD software has 
focused on the improving the interactions users have with 
the software through the use of keyboard, mouse and the 
graphical user interface. Although this has proved to be a 
successful method of interacting with computing devices, 
Ishii and Ullmer believe what we have lost with the advent 
of computers is the richness of interacting with objects in 

the physical world (Ishii and Ullmer 1997). In recent times, 
interfaces have been developed which use physical 
objects as representation and controls for digital 
information for the purpose of making our interaction with 
computing devices more natural. What we propose is for 
The Sentient to include novel methods for people to 
interact with digital information, including the furniture 
located within the room. 

One such device under development is an interactive 
digital workbench. The workbench provides users with 
tangible interfaces to visualise models in 3D while being 
able to make changes to the model. Our interactive digital 
workbench integrates the activities of constructing, 
modifying and viewing 3D models with collaboration, 
discussion and visualisation. The computational interface 
allows designers to modify 3D models in real time 

through the use of tangible user interfaces as well as a 
platform for visualising the spatial relationships within the 
model. Modelled from the iNavigator prototype developed 
at the National Cheng Kung University, Taiwan (Ma et al. 
2003) we have taken some ideas from their interactive 
CAD platform and introduced some of our own. The 
iNavigator uses a horizontal surface to project a plan view 
of the 3D model, and a vertical display to project a 3D 

perspective at a section of the plan. We have adopted the 
idea of both a horizontal and vertical display system, and 
have added tangible input devices. 
Similar to iNavigator, our interactive workbench projects a 
plan view of the model on the horizontal surface of the 
table and either a cross-sectional or perspective view of 

the model on a moving vertical flat panel display. The 
user can move the vertical screen along the plan view on 
the horizontal surface, as shown in Figures 7. The 
movement of the vertical screen causes the workbench to 

display 3D rendered sectional views of the model 
depending on where the screen sits corresponding to the 
plan view. We have improved on the vertical display by 
using a flat panel display instead of a projection system to 
eliminate issues of distance from the projector to the 
display and the resulting distortion. We include a web 
camera above the projector for interaction that requires 
image processing. We also intend to enable the other 

views of the building to be displayed (via computer 
projection) on the walls of The Sentient. 
 

 
Figures 7 and 8: Digital Workbench setup; 3D Blocks 

and virtual models 

 

 
Figures 8 and 10: Interacting with the 3D blocks; pen 

interface and GUI 
 

 
Figure 9 and 12: Interacting with the pen interface on the 

workbench; 3D AR models on the vertical display 

 
Another method for interacting with the workbench is with 
tangible input devices that place 3D objects on a plan 
view. We have implemented the software for 
manipulating the 3D models of the objects using the AR 
(augmented reality) Toolkit (Billinghurst et al. 1997). 
Augmented reality is a technique for superimposing a 
virtual object into the physical environment. A web 

camera first detects a pattern in the physical environment 
and then superimposes the virtual object in the location of 
the physical marker. The digital workbench has two 
different tangible methods of placing and moving the 3D 
models. Using the first method, the designer places the 
3D block patterns on the horizontal surface, as illustrated 
in ; , and then physically moves the 3D blocks around the 
surface of the workbench, as seen in Figures 8. Using a 
web camera, the patterns on the 3D blocks are tracked 
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and converted to 3D models by the AR Toolkit and 
displayed on the vertical plane. This method allows for 
tangible physical interaction with the blocks themselves 
and gives the designer a feeling of being able to modify 

the design through touch. 
Using the second method, the designer uses a pen to 
select and move the patterns as shown in ; . The pen 
interface gives the user tangible control of the layout. The 
designer has the ability to manipulate the patterns with 
the pen by resizing or rotating the pattern as shown in 
Figure 9. Once again the pattern is tracked by a web 
camera and the models are displayed on the vertical 

plane as seen in ; . An advantage of the GUI and pen 
control method is the user’s ability to scale 3D models 
displayed by changing the parameters of the pattern. 
Using the first method, the size of the 3D block is fixed 
and limited to pattern size assigned to the block. 
The interactive workbench exemplifies some of the 
issues in developing tangible interfaces between people 
and digital models or information. We focussed on the 

selection of tangible interfaces that specifically support 
the development and visualisation of 3D models rather 
than more generally on interfaces that support a broader 
range of software applications. This allows us to pursue 
the idea that the way in which we interact with The 
Sentient can be developed to suit a specific kind of 
activity, rather than to continue to have one way of 
interacting with a computer, regardless of the purpose of 

the interaction. This is a major departure from recent 
developments in GUI’s in which it is assumed that the 
keyboard, mouse, and display technology are suited for 
all applications. 
 

CONCLUSIONS 
 
This paper presents some techniques for imbuing an 
intelligent room with sentient capabilities. As a concept 
for building technologies [noun form of the expression in 

which the adjective form of building qualifies 
technologies], sentient rooms are not just spaces with 
automatic indoor ecology controls; rather, they should be 
thought of as machines whose interactions with the 
humans are based on the modalities of activities. The 
Digital Workbench is an example of human-computer 
interactions highly specialised to particular architectural 
design activities such as space planning. As a concept for 
building technologies, [verb form of the expression where 

the word technology is an object of the word building] the 
capacity to act as an independent entity, to a certain 
degree, must be built into sentient rooms. A room which 
activates the air conditioning when the temperature rises 
about 25C is not sentient as the thermostat is “blindly” 
following a predetermined rule. A sentient room should 
be able to modify its own programming (predetermined 
rules) appropriate to their own embodiment and human 

activities within the space bounded by the room. The 
designer of the room must engineer this capability. This is 
the purpose of the context awareness and hardware as 
agents description language. 
We have written a Hardware as Agents Description 
Language and deployed the language as a Javascript 
application to assist in writing a description. We have also 

simulated the deployment of new hardware into a virtual 
“Sentient” modelled in the software Active Worlds. We 
have also completed building a belief net to inference 
states during game playing. Finally, the Digital 

Workbench supports the cross-section views and the 
augmented reality interface.   
We might also characterise The Sentient as knowing 
(being cognizant or aware), thinking, and feeling 
(perceiving through physical sensation). A tantalising 
possibility is for The Sentient to emote through its 
effectors or alter its thinking based upon its emotional 
state, or the emotional state of the occupants. This is the 

basic idea of Marvin Minsky’s emotion machine and a 
future direction of research for The Sentient. 
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